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Abstract

We study whether modern option flow still contains directional information about next-
session stock returns. Using intraday option-flow data from OptionWhales.io spanning April 8,
2021 through April 7, 2026, we analyze 1,250 trading sessions and 188.5 million option orders
linked to next-session equity returns. The study is inspired by Pan and Poteshman (2006), but
the public document is intentionally not a replication manual: we evaluate a proprietary family of
directional option-flow measures and report the evidence without disclosing business-sensitive
score definitions, filters, or parameter settings. The research design uses a staged discovery,
validation, and holdout process to reduce the chance that attractive in-sample performance
reflects data mining rather than persistent information content. The main public result is that
call-focused signal variants are the strongest out-of-sample takeaway. Of five finalists advanced
to the final holdout, three remain economically meaningful out of sample: two call-focused
variants with annualized long-short Sharpe ratios of 1.81 and 1.61 and cumulative holdout
returns of 107.9% and 92.6%, and one put-focused variant with a Sharpe ratio of 1.15 and
cumulative return of 55.4%. Composite and buy-pressure-only families do not survive the full
research process. The signal is strongest in large-capitalization and highly liquid stocks, while
supporting cross-sectional regression evidence is positive but modest. Overall, the findings
suggest that Pan-style directional information in option flow remains present in modern data,
but in a narrower, more implementation-sensitive, and more carefully validated form than a
fully transparent academic replication would imply.

1 Introduction

Options have long been viewed as a natural venue for informed trading. Relative to the underlying
stock, listed options offer embedded leverage, flexible ways to express bullish or bearish views,
and a lower-friction path to synthetic short exposure. This intuition motivated a large empirical
literature asking whether option market activity reveals information about subsequent stock returns.
The foundational paper in this area is Pan and Poteshman (2006), which showed that directional
option-volume measures can predict future stock-price movements [8§].



That question remains important, but the answer cannot simply be carried forward from an older
market structure into the present. Modern option flow is observed in a different microstructure
environment, with much richer intraday data, more systematic trading, more electronic liquidity
provision, and wider public awareness of options-based indicators. A modern reassessment therefore
matters for both academic interpretation and practical signal design. It also matters because later
work has argued that some option-based predictors may partly reflect frictions or implementation
constraints rather than pure information transmission from the options market to the stock market
[7].

This white paper revisits the question with intraday option-flow data from OptionWhales.io. The
research design is deliberately public-safe. We study whether proprietary directional option-flow
measures, inspired by the Pan and Poteshman intuition, predict next-session stock returns across a
broad U.S. equity universe. We describe the dataset, the staged research design, and the resulting
evidence, but we do not publish the exact score definitions, contextual screens, or parameter settings
that underlie the production signal framework.

The main result is straightforward. Call-focused variants are the strongest public takeaway. Two
such variants remain robust in the final holdout with annualized long-short Sharpe ratios of 1.81 and
1.61. A put-focused variant also survives with a Sharpe ratio of 1.15, but the put-focused evidence is
less stable across segments and across internal variants. By contrast, broader composite directional
families and buy-pressure-only families fail to remain compelling once the research process moves
from discovery into validation and final holdout testing.

The contribution of this paper is therefore twofold. First, it provides modern evidence that direc-
tional information in option flow remains economically meaningful. Second, it shows that rigorous
validation changes the story: some signals that look strong early do not survive untouched holdout
evaluation. That lesson is central to how option-flow research should be interpreted in a public
setting. This document is designed to communicate those findings clearly while preserving the
proprietary parts of the score-construction process.

2 Related Literature

The first literature block asks whether option trading reveals informed trading before the underlying
stock fully adjusts. Classic contributions by Easley, O'Hara, and Srinivas (1998) and Chakravarty,
Gulen, and Mayhew (2004) argue that informed traders may prefer derivative markets because
options concentrate directional exposure and can reduce capital intensity [3, 1]. Pan and Poteshman
(2006) gave this idea its most influential modern empirical expression by linking directional option
volume to future stock returns [8]. Our study is directly inspired by that literature.

A second literature block studies other public option-based return predictors, including option-
to-stock volume ratios and deviations embedded in the options surface. Johnson and So (2012),
Cremers and Weinbaum (2010), and Ge, Lin, and Pearson (2016) show that option-derived measures
can predict the cross section of stock returns in several settings |6, 2, 5|. Taken together, this
literature suggests that the option market can contain economically relevant information even when
the raw inputs are, at least in principle, observable.

A third literature block asks whether those patterns should be interpreted cautiously. Muravyev,



Pearson, and Pollet (2022) emphasize that some option-based predictors may proxy for limits to
arbitrage, stock-borrow conditions, or related frictions rather than pure information transmission
[7]. That skeptical perspective is important for our public interpretation. We therefore present the
evidence in a deliberately measured way. The goal is not to claim that option flow universally and
frictionlessly predicts returns; the goal is to show that a Pan-inspired directional framework still
contains economically useful out-of-sample information in modern data, especially when evaluated
under a disciplined holdout design.

3 Data

The core dataset is intraday option-flow data from OptionWhales.io covering April 8, 2021 through
April 7, 2026. The final research sample spans 1,250 trading sessions and 188,515,181 option orders.
The tape includes 5,268 unique underlying tickers with option activity, and the downstream equity
analysis is conducted on a baseline universe of 3,282 stocks. Each stock-session observation is linked
to the stock’s next-session return so that option activity observed on day t is evaluated against
stock performance on day t + 1.

Because this document is a public white paper, the data section draws a clear line between what
is disclosed and what is withheld. We disclose the scale, timing, and economic purpose of the
dataset. We do not disclose the exact feature-engineering steps that transform raw option flow into
production signals. In particular, the exact screening logic, weighting rules, and internal feature
map that define the directional scores remain proprietary.

The final dataset reflects a cleaned production run and includes a post-audit restoration of pre-
viously missing sessions. This is important because the public results reported below refer to the
final, corrected sample rather than to an earlier internal research snapshot. The corrected dataset
modestly softens some cross-sectional evidence relative to earlier internal drafts, which increases
confidence that the final paper is presenting the more conservative and more reliable version of the
findings.

Table 1 summarizes the public-safe sample facts that anchor the remainder of the paper.

Table 1: Public-Safe Sample Overview

Metric Value

Sample window April 8, 2021 to April 7, 2026
Trading sessions 1,250

Option orders processed 188,515,181

Neutral or unclear directional orders excluded 12,663,610

Unique tickers with option tape 5,268

Baseline equity universe 3,282 stocks

Valid next-session return observations 4,416,573

Final holdout window August 2024 to April 2026
Finalists reaching holdout 5 proprietary variants
Variants surviving holdout 3

At the public level, two features of the sample deserve emphasis. First, the scale is large enough to



evaluate whether option-flow information persists outside a narrow historical window. Second, the
holdout period is meaningful in its own right: roughly the last third of the sample is reserved for
a genuinely out-of-sample read on whether early findings survive when market conditions change.
That design choice is central to how we interpret the results.

4 Methodology

The methodology follows the economic intuition of Pan and Poteshman (2006) while intentionally
stopping short of revealing the underlying score recipe. In broad terms, we construct proprietary
stock-level directional option-flow measures from OptionWhales.io activity. Those measures are
designed to capture whether the option tape around a given stock is tilted in a directionally bullish
or bearish way, and whether that tilt contains information about the stock’s next-session return.
Some internal families focus more heavily on call-side activity, some emphasize put-side information,
some blend multiple legs into a broader directional view, and some emphasize narrower notions of
directional buying pressure.

Public disclosure note: this white paper summarizes empirical results while omitting proprietary
score definitions, screening logic, and parameter settings.

The research design uses a staged discovery, validation, and holdout framework. In the discovery
stage, a broad internal candidate library is evaluated on the earliest part of the sample. In the
independent validation stage, only candidates that remain directionally stable and economically
meaningful are allowed to proceed. The final holdout stage is untouched during signal selection and
serves as the paper’s principal credibility check. This setup matters because attractive early-stage
performance can arise from chance, over-specialized signal design, or a transient market regime.

Performance is assessed in two complementary ways. The primary public test is a long-short portfolio
framework that ranks stocks by the proprietary option-flow signal and compares the next-session
returns of high-signal and low-signal portfolios. These tests are designed to answer the economically
practical question: if one follows the option-flow ranking, does the spread between favorable and
unfavorable names remain positive out of sample? As a secondary check, we also estimate cross-
sectional regressions in the spirit of Fama and MacBeth (1973) to determine whether the signal
retains continuous explanatory power across the stock universe [4]. The portfolio evidence is the
main emphasis of this paper; the regression evidence is treated as supportive rather than decisive.

Table 2 summarizes the staged design in public-safe language, and Figure 1 presents the same logic
visually for readers who want a compact overview of the research flow.



Table 2: Public-Safe Research Design

Stage Public description Public interpretation

Discovery A broad internal candidate library is tested Identifies which signal families appear
on the earliest part of the sample. Exact promising before any public claim is made.
score definitions and search settings are
proprietary.

Validation Only candidates that remain directionally Filters out fragile variants that rely too

consistent and economically useful advance. heavily on early-sample luck.
Exact advancement rules are proprietary.

Holdout Five finalists are evaluated on an Provides the main public evidence of
untouched holdout window; three remain out-of-sample robustness.
economically meaningful.

Public-Safe Staged Research Design

Discovery Stage

Broad internal candidate library reviewed on the early sample

. . Public focus:
Validation Stage process discipline,

Only stable and economically meaningful candidates advance not hidden formulas

l

Holdout Stage

5 finalipts evaluated on untouched data; 3 remain megningful

Exact score definitions, screening logic, and parameter settings are proprietary and omitted from the public paper.

Figure 1: Public-safe staged research design. The figure communicates the role of discovery, valida-
tion, and holdout testing without revealing proprietary score definitions or advancement rules.

Two methodological choices deserve special emphasis. First, the public paper deliberately reports
families and outcomes rather than formulas and parameter grids. This is a business decision as
well as a disclosure decision. Second, the public interpretation focuses on robustness rather than
maximum in-sample performance. The most credible white-paper claim is not that one proprietary
signal once looked exceptional; it is that a small set of signals survived a research process designed
to make failure possible.



5 Results

5.1 Headline Holdout Findings

The main public result is that call-focused directional variants are the strongest out-of-sample take-
away. Of the five proprietary finalists that reached the final holdout, three remained economically
meaningful: two call-focused variants and one put-focused variant. The two strongest public win-
ners are both call-focused. They deliver annualized long-short Sharpe ratios of 1.81 and 1.61 and
cumulative holdout returns of 107.9% and 92.6%, respectively, over roughly twenty months. A
put-focused variant also survives with a Sharpe ratio of 1.15 and cumulative return of 55.4%.

Table 3 reports the full public-safe holdout summary with sanitized labels. These labels are in-
tentionally descriptive rather than technical; they communicate the economic family of the signal
without disclosing the implementation recipe.

Table 3: Out-of-Sample Performance of Holdout Finalists

Public label Family Sharpe Cum. L/S (%) FM<t¢ Verdict

Lead Call-Focused Signal Call-focused 1.81 107.9 1.46  Survived holdout
Secondary Call-Focused Signal  Call-focused 1.61 92.6 1.19  Survived holdout
Lead Put-Focused Signal Put-focused 1.15 55.4 1.17  Survived holdout
Alternative Put-Focused Put-focused -0.41 29.7 0.19  Did not survive
Variant A

Alternative Put-Focused Put-focused -0.58 -27.2 0.20  Did not survive
Variant B

Figure 2 complements the table by showing the same five finalists in a visual format. The public
takeaway is immediate: the two strongest call-focused variants sit clearly above the rest, while the
failing put-focused finalists remain visibly weaker on both Sharpe and cumulative holdout return.



Holdout Performance of Public-Safe Finalists
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Figure 2: Public-safe holdout performance of the five finalists. Bars report annualized long-short
Sharpe ratios and the line reports cumulative holdout return. All labels are sanitized to avoid
revealing proprietary configuration details.

Several implications follow immediately from Table 3 and Figure 2. First, the public case for modern
option-flow predictability is real, but concentrated. The effect is not broad across every internally
tested family; it is concentrated in a small subset of finalists. Second, the out-of-sample evidence
is strongest on the call side. Third, the regression evidence is directionally supportive but not
strong enough to carry the paper on its own. The public interpretation should therefore emphasize
portfolio evidence, not claim overwhelming cross-sectional significance.

5.2 Why the Validation Process Matters

The staged process materially changes the story one would tell from early-sample results alone.
Internally, some put-focused variants looked very strong before the holdout was opened. Yet two
such finalists failed to remain attractive in the untouched test period. This is precisely why the
holdout stage matters. Without it, a public document could easily have highlighted the wrong
signals and overstated the stability of the effect.

The same logic also explains why the paper does not lean on broader composite directional families
or buy-pressure-only families. Those families were interesting enough to examine during research,
but they did not remain compelling once the evidence was forced through an independent validation
sequence. That is a strength of the process, not a weakness. A credible research program should be
allowed to reject appealing ideas.



Figure 3 makes this point visually. The strongest public winners do not simply start at the top
and stay there forever; rather, the holdout stage reshuffles the ranking. Some put-focused finalists
enter the holdout looking strong, then collapse when the untouched sample is opened. The visual is
helpful precisely because it shows why process discipline matters more than an attractive early-stage
statistic.
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Figure 3: Stage-by-stage stability of the five public-safe finalists. The figure shows how several
candidates that looked promising in earlier stages weakened materially in the final holdout, while
the leading call-focused variant strengthened.

5.3 Segment-Level Evidence

The holdout survivors are not equally strong across all parts of the market. The clearest public
pattern is that performance improves in more liquid and institutionally active segments. Table 4
reports public-safe segment results for the three holdout survivors.

Table 4: Segment-Level Holdout Evidence for Surviving Variants

Public label HL Sharpe LC Sharpe HL L/S (bps) LCL/S (bps)
Lead Call-Focused Signal 1.24 1.75 20.8 7.6
Secondary Call-Focused Signal 1.11 1.01 18.5 4.1
Lead Put-Focused Signal 1.30 1.26 11.7 5.4

Note: HL = high liquidity. LC = large capitalization.

Figure 4 adds a more intuitive visual summary. For the call-focused variants, the message is con-



sistent and positive in high-liquidity and large-cap names. For the lead put-focused survivor, the
picture is more uneven: positive in some liquid segments, weak or negative elsewhere, and unusually
strong in technology. That is why the paper treats the put-side evidence as informative but less
uniform.

Public-Safe Segment Evidence for Holdout Survivors

Sharpe by Market Segment Daily L/S Return by Segment (bps)

Lead Call- Lead Call-

Focused Focused 7.6
Secondary Call- _ Secondary Call- 4.1
Focused Focused
Lead Put- _ Lead Put- _
Focused Focused 117 5.2
High Large Mid Technology High Large Mid Technology
Liquidity Cap Cap Liquidity Cap Cap

Figure 4: Public-safe segment evidence for the three holdout survivors. The left panel reports
annualized Sharpe ratios and the right panel reports daily long-short return in basis points. Blank
cells indicate segments not highlighted in the public summary.

This segment evidence supports an intuitive market-structure interpretation. If directional option
flow contains genuine information, it should be easier to express and easier to monetize in names
where institutional activity is deeper and execution is cleaner. That is exactly where the public
signal looks most credible.

At the same time, the put-focused evidence is clearly more regime- and segment-sensitive than the
call-focused evidence. In the internal segment review, the leading put-focused survivor reversed
sharply in mid-cap names while becoming unusually strong in technology. We treat those cross-
segment swings as cautionary rather than triumphant. They suggest that put-side information is
present, but less uniform and less transportable than the strongest call-side patterns.

5.4 Long/Short Leg Structure

A useful cross-check is to ask whether the public winners work because the long side is strong,
because the short side is strong, or because the ranking creates meaningful divergence between the
two. Figure 5 shows that the call-focused winners are supported by both legs, while the weaker
put-focused variants fail to create a comparably strong long-short spread.



Long/Short Leg Decomposition of Holdout Finalists
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Figure 5: Public-safe decomposition of long-leg, short-leg, and long-short portfolio Sharpe ratios
for the five finalists. The strongest call-focused variants show support from both legs, while weaker
finalists fail to generate a comparable spread at the portfolio level.

This decomposition helps explain why some variants survive and others fail. Several of the weaker
finalists still produce respectable long-only or short-only results in isolation, but the ranking does
not create enough separation between the favorable and unfavorable sides of the book. By contrast,
the leading call-focused variants create a more convincing long-short spread, which is ultimately the
public result that matters most.

5.5 Supporting Cross-Sectional Evidence and Practical Reading

The Fama-MacBeth style regression results are positive for the three holdout survivors, with ¢-
statistics between 1.17 and 1.46, but they are not strong enough to stand alone as the primary
proof of predictability. This is not fatal to the public case, but it does shape how the evidence
should be read. The cleanest claim is that the proprietary ranking framework produces economically
interesting long-short spreads in holdout evaluation. A stronger claim — namely, that the signal
is universally powerful in continuous cross section and under every test specification — would go
beyond what the public evidence supports.

The practical reading is therefore measured. The results are meaningful enough to justify attention,
especially for call-focused variants, but they do not eliminate transaction-cost concerns, turnover
concerns, or the possibility that effectiveness varies across market regimes. Those limitations are
part of the correct public interpretation, not an afterthought.
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6 Discussion

Three discussion points emerge from the evidence.

First, the strongest public signal is concentrated on the call side. That pattern is economically
intuitive. Compared with broader composite measures, call-focused directional flow can provide a
cleaner read on bullish conviction. It is less likely to be diluted by offsetting option legs or by put
activity that mixes speculative demand with hedging demand. The holdout evidence is consistent
with that intuition: the best modern public takeaway is not that every directional option-flow
measure works, but that carefully designed call-focused measures continue to contain information.

Second, the evidence is narrower than a simple headline might suggest. One could read the early
literature and imagine that directional option flow should be broadly predictive across many con-
structions and across many parts of the market. Our public results do not support that broad
version of the claim. The evidence survives, but in a concentrated form. It is strongest in a subset
of signal families and strongest in large-cap and highly liquid names. That narrower result is still
economically important because it is also the more credible one.

Third, the research process itself is part of the contribution. Two internal finalists that looked
attractive before the holdout failed once the untouched sample was opened. That outcome is not
embarrassing; it is informative. It shows why public readers should care more about disciplined
validation than about peak in-sample statistics. In option-flow research, where many plausible
constructions can be imagined, the wrong process can easily produce the wrong public story.

There is also an important boundary around what the paper claims. We do not claim that option-
flow information can be converted into frictionless profits in every implementation setting. The
holdout returns reported here are gross research results. Real-world deployment depends on execu-
tion, turnover, market impact, and portfolio construction choices beyond the scope of this public
document. Likewise, we do not claim that the paper settles the debate between information-based
and friction-based interpretations of option-market predictability. The evidence is more modest:
even after taking those concerns seriously, a carefully validated directional option-flow framework
still contains useful information.

7 Conclusion

This white paper revisits a classic finance question in a modern market setting: does option flow
still contain directional information about next-session stock returns? Using OptionWhales.io data
from April 8, 2021 through April 7, 2026, we find that the answer is yes — but only in a narrower
and more carefully validated form than a casual reading of the older literature might suggest.

The strongest public conclusion is that call-focused proprietary directional variants remain econom-
ically meaningful out of sample. Two such variants survive the final holdout with Sharpe ratios
above 1.6 and cumulative long-short returns above 90%. A put-focused variant also survives, but
the put-side evidence is less stable. Broader composite families and buy-pressure-only families do
not remain compelling through the full staged research process.
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The broader lesson is methodological as well as empirical. In this setting, the difference between an
attractive early-stage result and a credible public finding is the holdout. Signals that look strong
before the holdout is opened do not always survive once they face untouched data. That is why this
paper emphasizes staged validation and why it reports a public-safe subset of the evidence rather
than a maximal list of internal research variants.

In short, Pan-inspired directional information in modern option flow appears to persist, especially in
call-focused measures and especially in liquid names. That conclusion is strong enough to matter,
cautious enough to trust, and intentionally presented without revealing the proprietary signal-
engineering details that turn research into product.

A Public Disclosure Boundary

This document is a public white paper rather than an internal technical appendix. To preserve
business-sensitive research value, the following items are intentionally omitted:

e exact score equations and directional-balance formulas,
e exact contextual screens and threshold settings,

e exact weighting logic,

e the full internal candidate library,

e the full internal validation table,

e code-style configuration names that would enable reverse engineering.

Those omissions are deliberate. The objective of the paper is to communicate what the research
shows and how the evidence should be interpreted, not to publish a reconstruction manual for the
production signal framework.
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